IS Systems

NetScaler Request Switch 9000 iON Series




[image: image1.png]NeETPLALER




Make Network ROI A Reality


    
Site Performance You Can Count On


    
Site Protection Takes More Than A Firewall



Traffic Management’s Generation 4


    
Think Network ROI




Compressing Web Content

Make Network ROI A Reality
By Prabakar Sundarrajan

Prabakar Sundarrajan is CTO and executive vice president of strategic planning and corporate development at NetScaler Inc.

One positive by-product of the past year’s economic downturn is that companies once again became more focused on ROI. Smart e-businesses now know that whether it’s Web software or networking gear, technology in and of itself doesn’t help a business make money. But by delivering increased performance at lower capital and operational expense, technology can put a business in a stronger position to succeed. That’s why e-businesses need to have their Internet traffic managers deliver a lot more benefits than just load balancing.

At NetScaler, we’ve seen it first hand with our customers. Bargain America, the online site that sells a variety of American products to Japanese consumers, installed a NetScaler request switch about two years ago. Before the company opted for NetScaler, it was common for Bargain America’s site to be down once a week. At the time, even small increases in traffic would cause significant degradation in system performance. And as the number of Bargain America subscribers continued to increase, the growing load pushed the company’s servers to the max, slowing the site’s performance and worse, making Bargain America’s entire infrastructure unstable.

By managing requests instead of connections, the NetScaler switch delivers faster responses and greater availability while using significantly fewer resources. Here are some of the benefits Bargain America reports:

Reduced server costs. Through more efficient use of its servers, Bargain America has reduced the number of servers it requires to run the site from 10 to three, a savings of about $35,000.

Reduced collocation costs. Dropping down from 10 to three servers means less space on the rack at Bargain America’s service provider, an additional savings of $1,000 a month.

More efficient use of IT people. Bargain America estimates it saves at least one person day a month by not having to do the maintenance on 10 servers. Another benefit is that added site protection, features like Surge Protection and DOS Flood Attack Protection, make it less likely that the IT staff will have to spend an inordinate amount of time fighting viruses. Bargain America reports that its IT staff spent 10 to 20 manhours last fall fighting the Nimda and Code Red viruses.

Faster response times. At one point, page loads averaged 30 seconds to a full minute. With the NetScaler, download times were slashed to less than six seconds.

“With NetScaler, we were looking for improved speed and got stability and capacity as a wonderful side benefit,’’ says Randy Reisinger, Bargain America’s COO. “Our site stays up. Our users enjoy faster page loads and an overall better site experience. We have more headroom and lower hardware costs. Before we installed NetScaler, I would typically have to get up at 3 a.m. to restart the servers when they crashed.’’

Other companies report similar benefits. By installing NetScaler’s Internet traffic management systems, service provider NetZero improved the stability of its service while reducing the size of its Web server farm by 40 percent. The NetScaler systems were deployed in less than a day, and the excess servers were sold on the used-equipment circuit. And at online advertising service Zedo Inc., founder and CTO Alfredo Botelho, says the improved connection management offered by NetScaler let Zedo reduce its server farm from 12 servers to three. “We got four times the savings,’’ Botelho says.

It’s these kinds of bottom line returns that make a difference to network managers when they evaluate new equipment. Bargain America, NetZero and Zedo have all powered their Web sites to handle future growth. Now it’s time to get your company ready.

Site Performance You Can Count On

Just a few years ago, when infrastructure growth was an end in and of itself and money was plentiful, network managers used to think that simple load balancers were all they needed to solve all their traffic management issues. Now, with businesses requiring IT shops to support more and more users and applications faster and faster, traditional connection-based load balancers fall way short on site performance features. The legacy devices offer much less throughput, server capacity scaling and response time improvements. 

By distributing Web traffic at the more granular request level on persistent connections, NetScaler’s request switches boost the throughput of servers and caches by up to 300 percent. The request switches can service 40,000 requests/sec at a data transfer rate of 750 Mbps and handle up to 1 million simultaneous active connections. Increasing the throughput reduces traffic bottlenecks, which means network managers don’t have to keep adding servers to handle traffic spikes.

NetScaler’s request switches improve Internet site capacity by focusing on four features: distributing traffic at the request level, reducing the TCP processing overhead in servers and caches; eliminating the logging overhead from the servers and caches; and having noncacheable Web requests bypass the caches. Here’s a quick rundown of each feature:

Request level load distribution: Legacy traffic managers distribute Web traffic at the connection level. While they make sure that the connections are evenly distributed across the servers, the legacy devices don’t really evenly distribute the load. The reason is that some connections tend to be busier, sending more requests than others. As a result, when a new connection arrives, a legacy traffic manager can unwittingly send it to a server that is hosting much busier connections. This creates even more load on that server, and there are other servers that are much less loaded that could have better handled the requests from the new connection. When that happens the request load spikes on different servers at different times, which means the administrators have to procure larger and even more servers with much more aggregate idle capacity than the site really needs. NetScaler request switches eliminate this problem by distributing load evenly at the most granular request level, allowing the site to run with smaller and fewer servers to handle the same amount of load, or as site traffic grows, handle more users without adding servers.

TCP Offload: By multiplexing connections and requests from many thousands of users onto a smaller number of persistent connections, NetScaler request switches reduce the TCP processing overhead of the Web and cache servers. This greatly increases the capacity of the servers. Some sites attempt to do this using TCP offloading NIC cards, because they are using only a simple load balancer. NetScaler’s request switches include the feature in a much more manageable, cost-effective way.

Logging Offload: Another way NetScaler request switches increase site capacity is by eliminating the Web logging overhead on servers. Site administrators can turn logging off at the servers and can have the NetScaler switch generate one log sequence and send it to the network’s site analysis server, which eliminates the need to transfer and merge log files in an off-line batch process. This feature not only increases site capacity, it also streamlines the Web log traffic analysis process, reducing ongoing operational expenses.

Cache Bypass: NetScaler’s request switches also have the intelligence to determine which kinds of requests can bypass the caches. A cacheable request is content that doesn’t change, items like corporate logos or white papers. A noncacheable request is content that changes several times a day. Stock quotes or the headlines on a news site are good examples of noncacheable requests. Bypassing the caches for noncacheable requests means network managers don’t have to add as many caches as the site expands. It also improves response times because there’s less traffic passing through the caches.

We have seen our customers’ site capacity increase by up to 300 percent as an aggregate result of these four features. This added capacity also results in improved response times. How? First, NetScaler never disconnects a user until he is finished with the session. By not having to establish a new connection every time he changes a page, response time improves dramatically. Second, by eliminating the request redirection that takes place in a connection-based content switch, NetScaler reduces the number of times it takes for a request to cross the Internet, thus speeding response time. And third, the request switches spread the requests out evenly across the servers. Without this feature, Web sites experience unpredictable and uneven delays even when connections are evenly distributed. 

Network managers really need to understand that traditional load balancers do not deliver these added site performance benefits. Simple load balancing may have been fine two or three years ago. But as e-commerce apps expand and companies migrate legacy client-server apps to the Web without increasing capital and operational expenses, they’ll need the improved throughput, server capacity and response times that NetScaler delivers. 

Site Protection Takes More Than A Firewall

Most companies think their Web site protection picture is complete when they install a firewall, but firewalls just make decisions on which kind of traffic is allowed into a corporate network or Web site. Where many protection policies fail is that they don’t pay enough attention to what happens once Web traffic enters the network. That’s where Internet traffic management devices play a crucial role. Firewalls provide perimeter security, permitting or denying access for certain applications via specific network ports. However, once a port is open for access from the external world, the traffic reaching the Web infrastructure needs to be controlled and regulated by an Internet traffic manager. Besides, firewalls don’t protect against uncontrolled spikes in legitimate traffic that might exceed a company’s infrastructure capacity and result in unacceptable delays or site downtime due to server crashes. 

Ticketed airline passengers must go through additional checks before getting on an airplane. Even in a bank equipped with highest entry security, the safety vaults have additional entry procedures and constraints. The same principle of multiple rings of protection also applies to Internet applications. 

Of course, all the router, switch and load balancer vendors have picked up on the increased emphasis on security following last fall’s terrorist attacks, touting how their devices can filter out malicious code and denial-of-service attacks. Such filters are good tools to include, particularly at a time when most companies want to manage security in-house rather than hire an outsourcer or telco. Although traffic managers need to incorporate filters, they are not sufficient to provide the comprehensive protection that Web applications need. NetScaler includes filters in its products, but our products go beyond that, providing comprehensive site protection that consists of surge protection, denial-of-service (DOS) flood attack protection and request confirmation. We strongly believe that complete site protection requires the following four elements:

Surge Protection. NetScaler delivers Surge Protection against sudden spikes in traffic by decoupling browser connections and holding the requests in a queue before sending them on to the server. The queue acts as a traffic cop, regulating site traffic so it’s less apt to overload the servers during a busy holiday season or in the aftermath of a major news event. NetScaler protects against surges in layer-4 connections as well layer-7 application requests. 

DOS Flood Attack Protection. Surge Protection guards the site against failures due to spikes in legitimate traffic, but it also protects sites against deliberate, malicious flood attacks designed to take the site down and deny service to users. There are several variants of such attacks, based on the TCP protocol as well as application protocols such as HTTP. NetScaler delivers some of the industry’s best protection against SYN flood attacks, Zombie connection attacks and HTTP flood attacks.

Request Confirmation. Most studies show that Web users become very aggravated when a site response is slow and they’re not informed how long it will take for the requests to be served, or if that their request was received by the site. A feature we call SureConnect™ constantly watches how long it takes for the site to respond to browser requests. Once it passes a certain threshold, the NetScaler device sends out a countdown bar that notifies the user that his request will be handled within 10 seconds, for example. Many of our e-business customers are very excited about this feature. They realize that keeping people in the dark when the site slows down or goes off-line can alienate even the best customers

Request Filtering. NetScaler includes a request filter that analyzes HTTP GET and POST requests and filters out known bad signatures. It makes sense to do this in a traffic management device such as NetScaler as opposed to a firewall because our switches are already managing HTTP requests at the application level. This mechanism can be used by customers to defend against HTTP-based virus attacks such as Nimda variants. 

Traffic management too often gets lost in the shuffle when companies develop their security strategies. But that needs to change. Perimeter security, while essential, does not provide complete site protection. To fully protect your company’s mission-critical Internet applications, a traffic management device that can protect the company’s Web applications and network from traffic spikes, malicious code and hacker attacks is a must-have complement to a set of firewalls.

Traffic Management’s Generation 4

Since the Internet is based on connection-oriented packet switching, it’s very difficult for network managers to understand that balancing Web traffic by managing connections is fundamentally flawed. And while the devices deployed up until now were fine for their time, managers who insist that all they need from a traffic management device is load balancing need to take a closer look.

The first traffic management tool was Round Robin DNS, which was a simple way to distribute users across multiple servers during the early days of the World Wide Web. Round Robin DNS distributed users to servers as they came in, as opposed to using intelligence to direct connections to the appropriate server. With Round Robin DNS, the load on any specific server was arbitrary because the load from each user varied. If a company was running five servers, Server 2 could receive 90 percent of the requests and Server 5 could be totally idle. These devices also didn’t have the intelligence to know when a server was down and could send new users and connections to servers that could not respond.

The second-generation connection distribution devices released around 1997 by Cisco and F5 attempted to identify the least busy available server by monitoring which servers were up, as well as looking at various metrics, such as the number of connections, CPU load and bandwidth utilization. Although this was a substantial improvement over Round Robin DNS, these devices had some performance and content manageability issues. As the Internet’s traffic grew, the newer devices couldn’t keep up. Moreover, as Web sites evolved, companies built content-specific servers. The second-generation load balancers simply did not deliver the throughput or content switching companies needed as corporate Web sites expanded.

At this point, it became clear that managing a new connection for every request was highly inefficient. The IETF then developed the HTTP 1.1 specification, which was designed to reduce browser latency over the WAN by maintaining persistent connections instead of opening and closing a new connection for every requested object.

The third-generation content switches from Alteon and ArrowPoint in the late 1990s were theoretically a major step forward because the load balancer could determine the correct server for each request. But ongoing requests on a persistent connection could be for objects on different content servers. This made the management problem worse for Web sites because the content switches redirected browsers to either reissue content requests or open entirely new connections. Although the new devices did a fair job at balancing server load, they created additional overhead for servers and browsers because the actual number of connections being made and discarded increased. Site capacity was negatively impacted because of the increased load, and the browser experience grew worse because of the increased number of connections being set up over the WAN.

NetScaler built a fourth-generation Request Switching technology because the full potential of HTTP 1.1 and true load balancing can only be achieved by distributing loads at the request level. Request Switching separates—or decouples—the user side connections from the server-side connections. Under Request Switching, the user makes a connection with the NetScaler device, which then transparently strips out the requests and switches them over previously existing connections to the correct content server.

By managing the rate and number of requests that are presented to a server, NetScaler prevents a site from being affected by a traffic spike. In addition, by reusing connections to the server and distributing load at the request level, NetScaler dramatically reduces server overhead and increases server capacity by up to 300 percent. The browser experience is also dramatically enhanced because of the elimination of the delays introduced by setting up multiple connections over high latency WAN links.

Learning about new technologies is tedious and time consuming. But network managers should really take the time to understand some of the new developments if they want their Web site to handle ever-expanding traffic spikes and stay free of viruses and denial-of-service attacks. 


Think Network ROI

Internet traffic management was fairly straightforward a few years ago. All most businesses needed was to attach a load balancer to the company’s network and add servers as the site expanded. Since times were good, there was much less pressure to cost-justify IT investments, so spending money to add inexpensive servers for anticipated growth made perfect sense.

But life changed. Today, network managers are under the gun to show a return on investment. Companies want IT shops to improve response times, roll out more apps to both internal and external users and protect the site from sudden traffic spikes, viruses and denial-of-service attacks. This is at a time when businesses are laying off workers and IT budgets have dried up.

To make matters more complicated, sorting out the latest product announcements from the networking vendors can be very confusing. Router and switch makers are packing layer 4-7 load balancing into switches, and the load balancer companies now offer layer 2 switching and layer 3 routing in their core products. 

The problem with all these products is that they all focus on distributing browser connections to an expanding array of servers—infrastructure that most IT departments can no longer pay for. What’s needed is a new way to attack and finally solve the problem. Just like Cisco built the first routers and Network Appliance released the Filer servers, NetScaler purpose-built Request Switching, the next-generation of traffic management technology that packs load balancing, content switching and cache redirection all into one product. Request Switching handles web site traffic by analyzing and directing incoming traffic at the more granular application request level, rather than at the connection level used by legacy traffic managers. It goes goes beyond mere traffic distribution by adding traffic regulation and packet filtering to make fundamental improvements to site protection.

Analyzing traffic at the request-switching level offers these advantages:

Enhanced site protection. The NetScaler Request Switch 6000 Series has a policy engine that filters out viruses and distributed denial-of-service attacks. The switches also have a feature that can determine the capacity of each server. This lets network managers send only the traffic that the server can handle, which means companies are less apt to overload any one server. By using servers more efficiently, companies don’t have to size their sites for 10 times the traffic.

Improved site performance. In tests run by Exodus Performance Labs last April, NetScaler’s switches improved response times nearly 100 times. NetScaler has also optimized TCP/IP to run today’s Internet applications, an important consideration as companies move more of their apps on to the web.

Increased throughput. In recent third-party lab benchmarks, the NetScaler RS6500 was the only traffic manager that successfully established 1 million simultaneous active HTTP 1.1 connections in testing using ANTARA.nets’s FlameThrower II product test. Other Internet traffic management products in the test could not go beyond 280,000 connections.

Faster application response times and improved application availability and capacity translate into a better experience for the user—which gives you a better shot at converting site visits into sales. Request Switching achieves the implausible by serving more users with faster responses and increased availability while requiring fewer capital and operational resources. It’s this kind of return on investment—what we call Network ROI—that can keep your web site viable while others flounder or close for good.


Compressing Web Content
 

The ability for enterprises to satisfy the content demands of their user population remains a challenge. The rollout of new web-based applications is increasing the demand for both dynamic and secure content. The mobility of employees coupled with the expansion of remote offices into new geographies has created a network bottleneck from the resulting increase in narrowband connections and high latency satellite links. And with nearly 80% of Internet users accessing the web via slow-modem connections of 56K or less 1, the problem is made significantly worse. These bandwidth restrictions at the outer edges of the Internet combined with the growing demand for dynamic, secure web content have translated to poor response times for end-users and considerably greater bandwidth consumption and costs for content and application providers.
 

Existing technologies provide a partial solution. Browser-based clients, proxy servers 
and CDNs can filter out cacheable content to reduce network congestion and speed response times. If the content is not cacheable however, it must be transmitted directly to and from the origin server(s) -- counteracting the efficiencies gained by these technologies, increasing bandwidth utilization and slowing down response. Similarly, modem technologies have evolved to include rudimentary compression techniques to address bandwidth concerns. However, the increasing demand for secure content has rendered this added technology useless, as modems are not equipped to analyze the encrypted content generated by web applications that use protocols such as HTTPS or SSL. A combination of point solutions can be used to address this issue but requires content to be compressed before encryption. As a result, content designated as secure must travel in the clear when these devices interact with each other or the server. Moreover, the number of devices required to deploy this solution coupled with their limited capacities can result in high capital costs while creating a significant management burden for the site administrator.

 

NetScaler has developed a new breed of Internet infrastructure explicitly designed to address these challenges by combining high performance compression and SSL acceleration into a single, integrated solution. This unique product line enables enterprises, e-businesses and service providers to completely secure their web applications and speed end-user response times while significantly reducing the total cost of web operations. 

